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Abstract

The cost of sponsored search can be specified as expected information loss suffered by users.
Both the high profit margins of search engines using sponsored search and the information loss
derive from the same source: information asymmetry between the search engine and its users.
I argue that the use of sponsored listings create economic barriers to relevance improvements
that are insurmountable in practical settings. An alternative mechanism, Federated Search
Applications, are presented and shown to be theoretically free of such barriers. Further, I argue
that as FSA systems come online they will be attractive products because of their ability to
maximize user value without the constraints imposed by the sponsored search model.

1 Introduction

Speciality search applications are pages or sites that allow a visitor to conduct any or all three
types of search task: develop information, compare options, and find where to execute transac-
tions. Federated Search Applications (FSA) would provide a single point of entry allowing users to
employ specific applications optimized for their searches. Speciality search applications like trav-
elocity.com or amazon.com provide full services for search tasks drawn from major search areas
such as travel, books/media, and real estate, etc. Currently, web search engines like google.com or
yahoo.com function as weak federation mechanisms either by bringing up relevant web pages for
user queries or via directories of related sites. Web search is much more popularly associated with
a different mechanism altogether known as sponsored search. The Firefox search box, executing a
given query at any previously added engine, allows users to manually select the search application
they feel will be most successful. Although I will touch on some specific federation mechanisms
I will focus on the two search models and prove that under simple conditions the FSA model is
strictly superior to sponsored search.

2 Sponsored Web Search

The most popular instantiation of web search available today is general search coupled with
keyword based sponsored listings. The major search portals all offer keyword based advertising
programs to generate revenue from web search traffic. For the purpose of this article, I consider
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Figure 1: Sponsored Search

only sponsored search' and defer discussion of paid inclusion.? To simplify discussion I'll consider
sponsored search the presentation of advertiser submitted listings in a separate sponsored section
positioned above the first main listing.

The standard setup is illustrated in Figure 1 where results for a query @) are presented sets
along two different branches: first, a branch X a set of documents in the main or free search
listings that, while containing comparison and transactional pages, are not monetized by the
search provider;? second, a branch S representing a set of sponsored links for the query. After
following either branch the user will be offered transitions to other specific sites, say x. or s,
etc., for informational, comparison, or transactional, task completion.* Importantly, the pages
available in .S can be assumed to be a strict subset of those available from X; this will be important
for later parts of the discussion.

3 Search Tasks

In all cases, I assume that the user is attempting to complete a search task composed of up to
three distinct types of subtasks: informational, comparison, and transactional task. For example,
an informational task could be learning about digital camera technology, a comparison task would

!Sponsored search (e.g. sponsored links) is the most popular form of monetization used in the search industry.

2Paid inclusion programs allow direct submission of content to the index in exchange for a fee paid by the
submitter for each click. Typically, the submitter is a commercial entity and the content is ranked in a similar way
as unpaid content.

3In this article I'll adopt the practice of the web search industry and use the word monetize to describe the
process of extracting revenue from some application as in monetized search, etc.

4An interaction can be as simple as reading informational content, looking at an image, ordering tickets, etc.



be to assess the value of different digital cameras, and a transactional task would be selecting
an online retailer and ordering a digital camera. To complete these tasks, the user does work by
clicking on links and interacting with content until he completes the search task or abandons it.?

3.1 Search as a Path Following Process

For this discussion I consider a simplified search process. After issuing a query, the user can
reformulate the query to a new query @', click on a result from X (i.e. Q@ — X), click on a result
from S (e.g. @ — S followed possibly by S — s, etc.), or simply abandon the search represented
by Q. To keep the discussion simple I will just consider acyclic user click paths through the results
and ignore the more complete case where a user cycles back and forth between ) and elements
drawn from X and S. I think this simplification still retains generality since all user sessions are
essentially sequences of the simpler cases I consider.®

For the majority of searches the set of results is far too large for a given user to explore. A
search engine composed of a document index and a ranking function (say ¢ and v respectively)
attempts to concentrate results to reduce user work in completing the search task. Though we
could consider the presentation strategy or alternative user interfaces I only discuss web search
employing ranking functions parameterized by document and query features. In my view, the
search engine is simply a system that enables a user to complete search tasks by following paths
from @) to specific elements x;, s;, etc.

Monetized search engines generate revenue by pricing specific elements of a user’s path (say
@ — S — s.) while comparison or transactional sites (say s. or z;) monetize user activity directly
by providing services. A more integrated approach, currently embodied primarily by Yahoo!, is to
own many of the important comparison or transactional sites and to charge for services provided
and present contextual advertisements.” For this discussion, I will focus solely on the search
aspect of the problem — however, an important part of the resolution will be to return and show
that doing searches over a set of speciality applications could provide significant advantages over
sponsored search.

3.2 Search Task Success and Costs

Equipped with a reasonable model for user search task completion as path finding I can make
another assumption; namely, I assume that users prefer systems that maximize the probability of
finding paths through relevant sites. Further, I assume that they budget a task specific amount
of cost they are willing to bear for any particular search. For this discussion, I define cost as the
time and effort a user must spend in order to successfully complete their task.® Presumably, for

SFor this simplified discussion, I ignore the cases where the user completes part of the task and continues the
search via other methods or at a later time beyond the current session.

SFor example, a single user’s attempt to complete his search task could be composed of: Q@ — X, X — Q,
Q— S, S — s, etc.

"Contextual advertisement programs allow the advertiser to weakly associate advertisements with web page
content. Some of the programs, such as Google’s AdSense, are becoming somewhat controversial — see for example
[9].

80f course, cost could be measured by total cognitive work performed but I will ignore the effects of search
system interface. There is a great deal of work that’s been done on search interfaces: for example, radical interface



some tasks users are willing to bear more cost than for others. I will leave this quite general since
there are very subtle differences even between similar tasks. For example, Find and purchase a
low priced ticket to Munich and Find the lowest priced ticket to Munich I can find before tomorrow
at 10 a.m., etc.

3.3 Informational, Comparison, Transactional

Each search subtask has different success criteria:

Informational Informational tasks are successful to the extent the user gains understanding of a
general knowledge area. For example, a user can read about the history of the Cuban revo-
lutionary movement in wikipedia.org or learn the parameters of digital camera technologies
by interacting with a java applet. In any case, success is somewhat qualitative but is likely
correlated with the time a user spends interacting with the content.

Comparison Completing comparison tasks helps a user narrow down their choice about a deci-
sion. In principle this is quantifiable since one could measure the reduction in uncertainty
of the user’s distribution of choices before and after the search. More directly, we can judge
the task a success if the user was able to narrow their set of choices down to one.

Transactional The transactional search task involves finding a site to execute a transaction that
has a viable mix of price, trustworthiness, and logistics. For example, presenting a site that
has low prices but is not secure or well known would likely not be considered a success by
most users.

4 The Cost of Sponsored Search

Since users can only click one result at a time it’s reasonable to think of a click as having an
opportunity cost in terms of the user’s time. Ultimately, a click is a vote that in the majority of
cases can be taken to mean: [ believe this result might help me complete my search task and I'm
willing to spend some time checking that result. In addition, I assume that if the clicked page allows
the user to complete the search task then the page is defined as relevant and has sufficient value to
satisfy the user. To effectively help users complete search tasks a search engine must concentrate
relevant results at the top of the listings. Sponsored search, in order to generate revenue, must
also present sponsored listings that have a high probability of being clicked.? Google is the most
well known purveyor of sponsored search and is known to present listings by the probability of a
user click, P(click), times Cost-per-Click (CPC) along with other mystery factors.!?

extensions [2], user eye-tracking studies [3, 7], impact of the search interface for different demographic groups [4],
etc.

9The dominant model is still to have the advertiser pay per click rather than by impression or click through
rate.

10Certainly one can make an educated guess that they try present listings that generate significant AdSense
revenue as well. Also, they may or may not employ some form of reinforcement learning on the listings using a
reward equivalent to P(click) - CPC. Meanwhile, Overture, the originator of sponsored search originally ranked by
advertiser bid or CPC
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4.1 Sponsored Listings Reduce Expected User Value

I assume that the main listings, drawn from a broad index of sites and web pages, are a strict
superset of the sponsored listings. The ideal ranking, based on the probability that the result will
help the user complete their search, would place them in the correct position relative to other
sites. Scoring for the main listings, in theory and practice, uses all available information beyond
page content and titles, including ancilliary features such as network features (e.g. anchor text
and link voting,!! and user feedback in the form of clicks or endorsements,'? to create the best
possible ranking. Sponsored listings are often placed in a special box above, to the right, and
even below, the main listings. To avoid issues around eye tracking, I restrict my arguments to
the sponsored listings above (i.e. in front of) the main listings. There are two cases: first, the
sponsored listings match the top results of the main listings; second, the sponsored listings would
be presented at a lower position if ranking was based solely on relevance.'3

The second case clearly occurs often enough to be economically significant since otherwise
sponsored listings would be unnecessary and the information content of network features would
be zero.'* Since sponsored listings are ubiquitous and all search engines use ancilliary features
we can assume that sponsored listings are often shown in cases they otherwise wouldn’t be; in
this case, a click on the sponsored listings almost surely results in reduced value for the user due
to lower expected relevance. In fact, we can specify the expected loss of value from a sponsored
listings program with L(S) = P(S) - AV(S) where S indicates a click on the sponsored listings
when they normally wouldn’t be top ranked, Vx and Vg are the value of the listings in main and
sponsored sections, respectively; AV (S) = E[Vx|S] — E[Vs|S] is the expected reduction in user
value, and P(S) is the probability of click in the sponsored section.

4.2 Information Asymmetry

Search engines employing sponsored listings have enjoyed very high profit margins.'® These profit
margins are evidence that significant information asymmetry exists in the market for relevant web
sites. Any reasonable study of web search user behavior shows that users overwhelmingly click
on first page web listings.'® Sponsored link providers pay to get a first page impression for their
site. The standard argument is that a small but high quality service provider may not have the
links or widespread support to get a high enough listing.'”

"For example, PageRank due to Google, etc.

12)Mechanisms for using explicit user endorsements in web search are explored in [1].

13The first case is relevance neutral since a click on the sponsored listings and a click on the equivalent result in
the main listing result in the same value to the user.

141f they could rank in the top positions and attract clicks from users they wouldn’t need sponsoring. And, their
ability to rank highly versus results with ancilliary features would require that those features have no information
for ranking.

15Many articles support this — a typical one appeared in April of 2005 the BBC news: Search ads fire up Google
profits: Internet search engine Google has reaped the rewards of a rapid growth in search advertising with a near
siz-fold surge in quarterly earnings.[10]

16 And most typically it’s on the first listing in either main listings or sponsored listings.

1"Recently, T heard an example of finding a place to buy a lemon tree.[12] The best shop in the area had a terrible
web site and so had a bad search engine ranking. Presumably, a sponsored listing could have saved the day but
there’s nothing to prevent a lesser quality tree shop from buying the same listing. And, in fact, one can expect that



High profit margins for sponsored search accrue because the gap in relevance between the
sponsored listings and the most relevant pages is hidden from the user who must decide to click
based solely on title, URL, and a brief snippet.'® If the natural rank, based entirely on relevance
metrics, was exposed to the user (say in parentheses before the link) that might give the user
some idea of how much information value they are sacrificing by following the link.

In most markets high margins should attract competitors who are willing to give back more
user value. However, the web search is very concentrated with two or three engines typically
holding the dominant share of queries in any given market. All the major engines use sponsored
listings and have the same pressure to show listings for more queries. In conjunction, keyword
advertisers typically buy listings at all the major engines to get the broadest coverage possible.
These factors combine to give a fairly uniform user experience for web search regardless of which
of the large index search engines a user patronizes. Similarity in search algorithms and the
aforementioned uniformity of user experience make it very difficult for users to discover large
gaps in search relevance between main and sponsored listings for any given search engine.

4.3 Sponsored Listings Inhibit Main Listing Relevance

Sponsored listings create friction on improvements to main listing relevance because of the direct
competition for clicks. For document retrieval systems clicks are necessary, if not quite sufficient,
evidence for the relevance of a page. In the absence of specialized passage retrieval systems a
user must click on a link to interact with the associated content. Thus, a successful improvement
in the relevance ranking of a search engine would rank documents higher in the listings if the
documents have a higher probability of attracting and rewarding a user’s click. Full discussion
of clicks and relevance is pervasive and can be found in the search literature but two especially
important contributions can be found in [5, 6].

Consider a search engine at steady state employing sponsored listings. A relevance ranking
improvement will push documents higher in the results that will directly compete with the spon-
sored listings. If one examines a period ¢ in any given user’s session short enough for just one
click and considers only queries showing reduced relevance sponsored listings (say @g) then the
higher probability of clicks fore the improved main results strictly decreases the probability of
clicks on the sponsored listings.'® At high level this sounds trivially obvious but the effects can
be profound for the queries in (Jg. In the limit, the optimal search engine would present main
results in order of P(click) and maximize user clicks in main listings; clearly, this engine would
have minimum sponsored search revenue.

A search engine could conceivably have different ranking functions for queries in Qg and
Q3520 The latter case, queries with no sponsored listings or ones equivalent to the top ranked

the deeper pockets of an Orchard Garden Supply or Home Depot will prevail over the smaller shop. Meanwhile,
mechanisms such as user reviews or voting might eventually cause the local shop to rank quite highly in main
listings. With apologies to the noted Berkeley economist George Akerlof [11] we could describe this as “The Market
for Lemon Trees”

18The snippet is often optimized to be as attractive as possible for the sponsored listings.

19This is referred to as cannibalizing the revenue from the sponsored results.

20This is probably the only disciplined way to effectively measure and control the click substitution taking place
between sponsored and main listings.



main listings, presumably requires policy settings to control the display of sponsored listings. Of
course, there will always be pressure for the search engine to relax policy constraints and increase
the size of Q5. In any case, inclusion of an additional query g in Qs can never reduce the expected
cost of sponsored search, L(S), and will increase it when AV (S) is greater than zero for ¢q. On
the other side, it can be presumed that users reward relevant main listings in Qg with long term
loyalty and market share. Unfortunately, it can be very difficult to balance these effects with fully
quantifiable short term revenue losses.

5 Federated Search Applications

Federated search applications (FSA) can be depicted as in Figure 2. Essentially, each major
search area can be viewed as a closed subsystem. The user issues a query from a search area K
or L (i.e. Qg, Q) within a speciality application (e.g. amazon.com, upcoming.org, etc.) and
interacts with the application until he completes the search tasks over the full index Xg or Xj,.
Importantly, each major search area will have different forms of interactions and parameters of
user interest. The specific search application monetizes this activity in a way appropriate for the
search area. For example, visitors to amazon.com can learn about certain authors or genres, do
comparison searches for specific product choices (via product details, user reviews, etc.), and then
execute transactional searches for the right vendor (e.g. amazon.com, Amazon marketplace, rare
book finders, etc.) All of the activity can be monetized and at the same time is comprehensive
and fully contextual with respect to user’s search. Of course, there are dozens of important search
areas such as travel, real estate, music, clothing retail, news, etc.

5.1 Federation Mechanisms

Currently, most federation is done by the user in an ad hoc fashion or by using mechanisms
such as the search engine drop down menu in the popular Firefox browser or bookmarks. The
most obvious candidates for federation are the current crop of search engines. The key search
problem is to decompose the search task into two independent parts: first, maximize the relevance
of the pages returned for each the subtasks as they are initiated; second, formulate the revenue
optimization around complementary listings (as opposed to substitutes) for the most relevant
results or application pages. For example, in event search, there’s a natural dividing line between
helping the user find the most relevant event?' and advertising complementary goods and services
(e.g. apparel, tickets, parking near venue, souvenirs, etc.)

5.2 Common Federation Model

The canonical model for federated search is to issue the query in parallel to a set of speciality
search applications and have each one return a bid or estimate of user value for that query.
For example, if a user issues a query that is an exact title match for a film then imdb.com??

would conceivably bid strongly for that query. Of course there are significant challenges with this

21Relevance for events being in terms of event content, timing, and venue, given the user’s search terms.
22Internet Movie Database — currently owned by amazon.com



approach since there are potentially many strong bidders that should be listed. In addition, many
queries won’t contain such strong clues and may not return any strong bids. This by itself is
useful information — it suggests that the query is underspecified; for those searches, mechanisms
such as related queries®® will be powerful sources of user value.

5.3 Federation Protocols

The deepest challenge for FSA is developing a normalized protocol for querying the individual
speciality applications. This problem is often referred to as blending when applied to combining
heterogenous data sources into a single ranked listing. In general, the problem is to develop a
disciplined way to estimate the search value of each source for the user. However, there are also
issues of trust around the sources — often a source may want to bid strongly on a query for purely
economic reasons. In fact, this is the dominant force behind the web spam and search engine
optimization communities. However, search engines could use their sophisticated click feedback
mechanisms to optimize the ranking of sources. If the monetization is performed after ranking
the friction with sponsored listings is removed. At the same time, monetization efforts could be
structured around the user based on his interaction with the most relevant search results.

5.4 A Constructive Proof of Superior Relevance for FSA

To be complete I need to construct an example of an FSA that delivers relevance at least as good
as any unfederated search engine. Given a general search engine one can construct a new search
engine based on FSA by creating views (overlapping subindexes) composed of the documents and
pages from the original index serving each search area (e.g. real estate, travel, books, etc.) If
all the documents were categorized into all the search areas for which they could conceivably
be returned then the FSA would provide the same coverage as the original index (i.e. no loss
of information.) At the same time, the query is executed only over the search area chosen by
the user so spurious results from other areas cannot disrupt the ranking as for the unfederated
search engine; without sponsored listings the user is prevented from clicking on results with lower
expected relevance drawn from S. The result is a search engine that almost surely is more relevant
than the unfederated engine employing sponsored listings.?*

5.5 Converting Sponsored Listings to Federated Search

Recently, Google has been announcing additions to vertical search such as Google Finance. 1t’s
been noted in the search blogs and elsewhere that these new offerings rarely get much attention
from users since most users view Google as just “search” and nothing else. However, these new
services are also necessary if Google wants to evolve their service to federated search. They
have long lead the industry in changing retrieval strategy based on query and a full federation
mechanism can’t be very far behind. Building up solid vertical search sites, even if they aren’t
themselves popular destinations, seems a very necessary step on the path towards the next major
improvement in search relevance.

23There’s too much work on related queries to cover easily — see, for example, one of the most recent [8].
2% As long as queries from Qg are included.



6 Conclusions

As a model for web search, federated search applications (FSA) presents unique advantages over
the use of sponsored listings. The FSA model can be fully optimized for relevance ranking
without cannibalizing revenue from revenue generating mechanisms. In addition, the FSA model
inherently has potential to capture revenue from user activities since all user work (for a specific
search area) is performed within the search application. The search problem is also simplified
to directing the user to the most relevant search application. I have argued that search engines
using sponsored listings will experience limitations in their ability to optimize relevance; if one
accepts this position, then the lack of such constraints in the underlying search applications will
yield more value for users when they search with FSA. The superior ability of FSA to deliver
and increase user value will draw users away from current search engines based using sponsored

listings.
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